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Abstract

This paper presents a semi-automatic machine learning framework for detecting
anomalies in Granular Securities Holdings Data of Maltese banks which have an
ISIN, aggregated over the total bank holdings. The proposed approach leverages
time series analysis techniques to identify irregular patterns and deviations in this
data, with the aim of enhancing data quality. Three anomaly detection methods,
namely, Isolation Forest (iForest), One Class-Support Vector Machines (OC-SVMs)
and Hierarchical DBSCAN (HDBSCAN), are employed. An ensemble modelling ap-
proach based on majority voting integrates these methods in an attempt to improve
robustness and better the quality of the anomalies identified. The framework is fully

implemented in Python, with results demonstrated through tables.
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1 Introduction

Prior to analysing any data and disseminating, it is important to confirm the
data’s quality, as more often than not, the data may contain anomalies. An anomaly
is an observation that exhibits unusual behaviour when compared to the rest of the
data. This deviation can represent a number of scenarios, from significant events,
to human errors, emerging trends and others. The process of identifying unusual
patterns that do not conform to the expected behaviours can thus be defined as

anomaly detection.

The objective of this study is to develop a framework capable of detecting
anomalies in the Granular Securities Holdings Data of Maltese Banks. After iden-
tifying said anomalies, the relative bank is queried to confirm whether the anomaly
is in fact an error or to provide more information on the movements which is then
used for analysis. The Granular Securities Holdings Data of Maltese Banks dataset
(more information in Section 3) is time series in nature, and so it is essential to
utilize methods capable of handling this type of data. In the time series litera-
ture, anomalies are typically classified into three types, namely, point anomalies,

contextual anomalies and collective anomalies.

A point anomaly is an individual data point that is too far off from the other
data points and occurs when a particular observation differs significantly from the
data distribution. Point anomalies resemble what are conventionally referred to
as “outliers”. These type of anomalies do not take into consideration the context
or sequence of a time series. Contextual anomalies are observations that deviate
significantly from the rest of the data within a specific context, however, outside that
context, these data points are consider to be normal. Lastly, collective anomalies
are a group of data points that, when considered together, deviate significantly from
the expected pattern, even though the individual data points may not be considered
anomalies on their own. Contextual and collective anomalies do take into account

the context or sequence of a time series.

Anomaly detection is a challenging task, particularly because it is often carried



out in an unsupervised setting, where unusual behaviour must be identified without
labelled examples. This becomes even more difficult for time series data, which may
exhibit noise, temporal dependence, non-stationarity, and changing patterns over
time. Classical approaches, such as Z-score methods, Grubbs’ test, and its general-
isations, provide simple and computationally efficient anomaly detection tools, but
their applicability may be limited when assumptions concerning the statistical prop-
erties of the data, such as normality or stationarity, are not satisfied. For this reason,
the proposed framework adopts an automated unsupervised ensemble combining Iso-
lation Forest, One-Class Support Vector Machines, and HDBSCAN, which provides
a more flexible, data-adaptive approach to anomaly detection. Classical methods
are subsequently included as simple baseline approaches for comparison with the

machine-learning framework.

The remainder of this paper is organised as follows. Section 2 provides a
review of the literature on anomaly detection methods for time series data. Section
3 describes the dataset and methodology. The results are presented and discussed
in Section 4, followed by concluding remarks in Section 5. Additional theoretical

material is provided in the Appendix.

2 Literature Review

Within the time series literature, numerous techniques have been developed
to identify anomalies. Conventionally, classical statistical approaches such as the
Z-score method, the Inter-Quartile Range (IQR) method and Generalized Extreme
Studentized Deviate (GESD) were widely used. The Z-score method measures how
far a data point lies from the mean in standardized units and flags observations
that exceed a pre-defined threshold. However, time series are often non-stationary,
meaning normal temporal fluctuations may be misidentified as anomalies, leading
to false positives (Shakil et al., 2023). Additionally, the Z-score assumes normality
and is highly sensitive to extreme observations because it uses the standard devia-
tion as its scale estimator (Yaro et al., 2024). To address these limitations, modified
Z-score methods based on the median absolute deviation or S; scale estimators were
proposed (Wilcox, 2002; Yaro et al., 2023). The IQR method treats observations
lying beyond the upper and lower bounds defined by the interquartile range as out-



liers, however, its effectiveness declines in non-normal or highly skewed distributions
(Chandola et al., 2009). GESD detects anomalies by iteratively evaluating whether
the most extreme observation’s test statistic exceeds the critical value under an as-
sumed normal distribution (Rosner, 1983). The limitations associated with classical
approaches have motivated the shift towards more flexible, data-driven statistical

learning techniques.

A variety of such methods have been explored for time series anomaly de-
tection. Auto-Encoders (AEs) learn latent representations of the input data and
attempt to reconstruct the original signal and observations whose reconstruction
errors exceed a specified threshold are labelled anomalous. Different AE variants
exist, however, the classical and variational AEs are the most common for anomaly
detection. For sequential datasets, recurrent AEs built using Long-Short Term Mem-
orys (LSTMs) or Bidirectional LSTMs are commonly adopted because they preserve
temporal dependencies, with Seq2Seq autoencoders offering further flexibility. Al-
though these models have demonstrated strong performance in financial anomaly
detection and stock-market irregularity analysis (Yang & Liu, 2025), they require
long sequences, relatively clean training data, extensive hyperparameter tuning, and

can be computationally intensive (Neloy & Turgeon, 2024).

Density-based methods provide additional alternatives. The Local Outlier
Factor (LOF) measures how much the local density around each point deviates
from the densities of its neighbours, flagging points with significantly lower density
as outliers. LOF performs well in datasets with varying local densities, making it
effective when anomalies are locally isolated rather than globally distinct (Breunig et
al., 2000). Nonetheless, its performance deteriorates in high-dimensional settings,
and it requires careful tuning of the neighbourhood parameter. Computational
complexity also increases notably with dataset size (Campos et al., 2016). The
density-based clustering method Density Based Spatial Clustering of Applications
with Noise (DBSCAN) (Ester et al., 1996) detects anomalies as observations not
belonging to any clusters. DBSCAN is advantageous due to its robustness to noise
and its ability to identify arbitrarily shaped clusters, but its performance is sensitive
to the choice of € and MinPts (more information on this is provided in Appendix A),
and it struggles with varying densities and large datasets due to its quadratic time
complexity. To address these issues, Campello et al. (2013) introduced Hierarchical

DBSCAN (HDBSCAN), which extends DBSCAN by handling clusters of varying



density, requiring only a single core parameter and providing a more stable cluster
hierarchy. Its ability to detect sparse or weakly connected regions makes it suitable

for anomaly detection in complex datasets.

Tree-based and kernel-based methods, such as Isolation Forest (iForest) and
One Class-Support Vector Machines (OC-SVMs), have also gained prominence in de-
tecting anomalies in time series data. iForest is an unsupervised anomaly detection
technique that isolates observations through recursive partitioning: because anoma-
lies are rare and different, they typically require fewer splits to isolate. This method
has been applied successfully in fraud detection and other anomaly detection studies
applied to financial datasets (Bardet et al., 2019; Saxena et al., 2020). iForest offers
several advantages such as, linear time complexity, high scalability, minimal param-
eter tuning, and no reliance on distributional assumptions. OC-SVM constructs a
decision boundary that encloses the majority of observations, treating this region as
the “normal” class while flagging external points as anomalies. OC-SVM has been
used extensively in fraud detection and financial transaction monitoring (Kavitha et
al., 2023). It is robust in high-dimensional spaces, effective with small datasets, and
capable of modelling complex non-linear structures via kernel functions (Scholkopf
et al., 1999). Its primary limitation is the cubic training complexity, which makes
standard OC-SVM unsuitable for large datasets; however, approximate training
strategies have been proposed to reduce computational demands while maintaining

accuracy (Kang et al., 2019).

Given the limitations of classical methods and the strengths and weaknesses
of modern statistical learning approaches, this work adopts an unsupervised, auto-
mated ensemble incorporating iForest, OC-SVM, and HDBSCAN. This combination
leverages complementary strengths to provide a robust and flexible framework for

anomaly detection in time series data.

3 The Dataset and Methodology

3.1 The Dataset

The dataset used in this study is the Securities Holdings Data of Maltese banks which

have an ISIN, aggregated over the total bank holdings. It is collected directly from



local banks on a security-by-security basis (based on Regulation ECB/2012/24) and
provides information on securities and bonds held by Maltese banks with information
on instrument types, holder country and further classifications. The dataset consists
of monthly time series representing stocks/positions, defined as the total market
value held of each security or bond at the end of the reporting period. Each ISIN is
treated as an individual time series. The data covers the period from May 2016 to
December 2025 and comprises 7345 time series of varying lengths. For the purposes

of this study, all data have been fully anonymized.

3.2 Methodology

This section outlines the methodology employed to identify anomalies in the Gran-
ular Securities Holdings Data of Maltese banks. An ensemble modelling approach is
adopted, combining the methods discussed in Appendix A to capture different types
of anomalies in time series data. The methodology consists of four main stages: data
preprocessing, parameter selection, model implementation, and model comparison.
All steps were applied independently to each individual time series (ISIN). The
implementation was carried out in Python using libraries such as pandas, numpy,

scikit-learn, and hdbscan.

3.2.1 Data Preprocessing

Before applying iForest, OC-SVM and HDBSCAN to our time series data, the total
flow for each period, defined as the difference in market value between two successive
months, was computed. This was done since applying anomaly detection techniques
on the total flow, rather than the market value makes anomalies easier to detect be-
cause it highlights unusual movements while removing underlying trends and level
effects. In addition to this, the time series were aligned to a monthly frequency,
ensuring a complete sequence of observations. Any missing months within the ob-
served time span were inserted, and corresponding flow values were set to zero to

preserve temporal consistency.

3.2.2 HDBSCAN Parameter Selection

The first step in the modelling process involved determining suitable parameters for
the HDBSCAN algorithm (see Appendix A.4). Since HDBSCAN is computation-
ally intensive, particularly when applied repeatedly across multiple time series, an

empirical parameter selection procedure was performed once and the resulting con-



figuration was used throughout the study. As HDBSCAN operates on feature-based
data rather than directly on raw time series, each time series was represented us-
ing four summary statistics: the minimum, maximum, mean, and variance. These
features were deliberately selected to provide a compact and computationally in-
expensive representation of the overall level, range, and variability of each series.
Richer temporal or structural descriptors, such as autocorrelation, trend, seasonal-
ity, or frequency-domain features, were not included at this stage because the ob-
jective was not to construct a comprehensive representation of temporal dynamics,
but rather to obtain a simple and consistent feature space for empirical HDBSCAN
parameter selection. Limiting the feature set also reduced the dimensionality and

computational overhead.

The HDBSCAN algorithm has two key parameters, specifically, min_cluster
_size and min samples. The parameter min _cluster_size defines the smallest
grouping considered a cluster, whereas the parameter min samples controls the
strictness of the density definition. Larger values of min samples make it more
difficult for isolated data points to be included in clusters, thus increasing the number

of anomalies identified.

As no established parameter values exist in the literature, min_samples and
min _cluster_size were empirically determined through grid search. The parameter
grid consisted of min samples values of 2, 5 and 10, and min cluster_size values
of 10.05n], [0.1n], and [0.3n], where n is the number of observations in the time
series. These ranges were chosen in such a way as to provide a balanced trade-off
between sensitivity to small clusters and robustness to outliers. To ensure algorith-
mic validity, if the resulting min_cluster_size happened to be less than 2, it was
automatically set to 2, as smaller values are not permitted. The optimal parame-
ter combination was selected by maximizing the modified Dunn index (Ilc, 2012),
which is suitable for evaluating clustering performance in the presence of noise and
non-convex clusters. The selected HDBSCAN parameters were then fixed and used

consistently across all subsequent experiments.

3.2.3 Isolation Forest and One-Class SVM

The anomaly detection framework combines iForest (see Appendix A.2) and OC-SVM
(see Appendix A.3), applied alongside HDBSCAN.

The iForest algorithm was applied directly to the total flow of each period.



iForest relies on two key parameters, namely, n_estimators and contamination.
The former specifies the number of decision trees in the ensemble and was kept at a
default value of 100 (scikit-learn Developers, 2025a). The contamination parameter,
which controls the expected proportion of anomalies, was varied across three values:

0.05, 0.10, and 0.15.

The OC-SVM algorithm was applied to the sliding window (see Appendix A.1)
representation of the data to capture contextual anomalies. The kernel parameter

gamma was set to the default scale (scikit-learn Developers, 2025b), defined as:

1

fy:p~Var(X)’

where p is the number of features and Var(X) is the mean feature variance. The
parameter nu, representing the upper bound on the fraction of anomalies, was varied

across three values: 0.05, 0.10, and 0.15.

The window size for the sliding window transformation was determined in-
dependently for each time series using autocorrelation-based period detection. For
each ISIN, the autocorrelation function was computed and the lag corresponding
to the strongest autocorrelation peak was selected as the estimated period. As a
result, the detected period length, and consequently the window size, varied across
[SINs rather than being fixed globally across the dataset. This allowed the sliding-
window transformation to adapt to the temporal characteristics of each individual
time series. In the comparative study by Ermshaus et al. (2022), autocorrelation-
based windowing ranked second only to AutoPeriod in terms of anomaly detection
performance, while being substantially less computationally intensive. The proce-
dure therefore provided a computationally efficient means of determining a data-
dependent window size. Peak stability was not evaluated separately; instead, the
strongest autocorrelation peak identified for each time series was used directly as

the period estimate.

3.2.4 Model Combinations and Ensemble Approach

To assess the sensitivity of anomaly detection to parameter choices, a total of nine
model combinations were constructed using all pairwise combinations of iForest

contamination and OC-SVM v values:



0.05,0.10,0.15 x 0.05,0.10,0.15.

For each combination, iForest, OC-SVM, and HDBSCAN were applied, and
their outputs were combined using a majority-voting ensemble rule. Specifically, an
observation was classified as anomalous if at least two of the three methods identified

it as an anomaly:

1oif 3y I > 2,
ANOMALY = =

0 otherwise,

where [, is a binary indicator of whether method m flags the observation as anoma-
lous. Majority voting was selected because it provides a simple and interpretable
mechanism for combining the decisions of heterogeneous anomaly detection methods
without requiring additional weighting parameters or the calibration and normal-
ization of method-specific anomaly scores. This is particularly advantageous in an
unsupervised setting, where labelled observations are not available to determine ap-
propriate ensemble weights. Moreover, given that anomaly detection may need to be
performed repeatedly across a large number of time series, the low additional com-
putational overhead of majority voting was considered preferable to more complex
ensemble strategies. Requiring agreement between at least two methods also limits
the influence of anomalies identified by only a single detector, thereby producing a

more conservative consensus across the ensemble.

3.2.5 Model Evaluation and Comparison

Given the absence of labelled data, model performance cannot be evaluated using
traditional accuracy metrics. Instead, a comparative evaluation framework based on
anomaly rates was adopted. For each model combination and each observation date
(OBS_DATE), the total number of observations, number of anomalies detected by each
method, percentage of anomalies detected by each method and percentage of final
anomalies (ensemble output) were computed. These results were then summarized
in a comparison table displaying, for each model the average percentage of final
anomalies, standard deviation of anomaly percentage over time, maximum anomaly

percentage observed, and average anomaly percentages for each individual method.

In addition, a pivot table was created using 0BS_DATE as the index, where each



column represents a model combination and shows the percentage of final anomalies.
This makes it easier to compare how the models behave over time and to identify
parameter settings that are consistent and reliable. The comparison focuses on
selecting models that balance sensitivity with practical usability, favouring those
that produce moderate anomaly rates, show limited variation over time, and avoid

large spikes.

To provide a simpler statistical benchmark for comparison with the machine-
learning approaches, the dataset was also analysed using classical anomaly detection
methods. Specifically, the Modified Z-score, IQR, and GESD methods were applied
independently to each ISIN.

Prior to applying these methods, an Autoregressive Integrated Moving Average
(ARIMA) model was fitted separately to the original series of each ISIN in order
to account for its temporal structure. The most appropriate ARIMA specification
was selected automatically based on the Akaike Information Criterion (AIC). The
resulting residuals were then assessed for stationarity using the Augmented Dickey-
Fuller (ADF) test and for normality using the Shapiro-Wilk test. These diagnostics
were conducted independently for each ISIN.

The three classical anomaly detection methods were subsequently applied to
the ARIMA residuals. The Modified Z-score was based on the median and median
absolute deviation, while the IQR method identified observations lying outside the
conventional (1.5 x IQR) bounds. GESD was applied using a significance level
of 5%, with the maximum number of candidate outliers restricted to 15%of the

observations.

For comparison with the machine-learning results, the detected anomalies were
aggregated by observation date. For each classical method, the percentage of anoma-
lies was calculated over time and summarised using the average, standard deviation,

minimum, and maximum anomaly percentage.

4 Results and Discussion

This section presents and discusses the results obtained using the anomaly

detection framework described in Section 3. As outlined in Section 3, the analy-



sis was conducted using an ensemble approach combining iForest, OC-SVM, and
HDBSCAN. Since the dataset is entirely unlabelled, it was not possible to assess
the individual methods using conventional supervised performance metrics such as
accuracy, precision, or recall. Consequently, the results are evaluated comparatively,
focusing on the proportion of anomalies detected, their temporal stability, and the

operational burden associated with each parameter combination.

4.1 Computational Performance

The full anomaly detection pipeline was executed separately for each of the nine
parameter combinations considered in this study. Table 4.1 reports the computation

time for each combination.

Model Computation Time (seconds)
ISO_0.05_SVM_0.05 845
1SO-0.05.SVM_0.1 820
ISO_0.05_SVM_0.15 865
ISO_0.1.SVM_0.05 985
ISO_0.1.SVM_0.1 1285
ISO_0.1.SVM_0.15 976
1SO-0.15_.SVM_0.05 1030
1SO_0.15.SVM_0.1 978
ISO_0.15_.SVM_0.15 838

Table 4.1: Computation time for each model.

The results indicate that computation times vary across parameter combina-
tions, ranging from 820 seconds to 1285 seconds. In general, the computational
burden is affected by the characteristics of the sliding window representation and
the complexity of the fitted models. It is also worth noting that computation time
increases approximately linearly with the number of distinct ISINs included in the

dataset, since each time series is processed independently.

4.2 Comparison of Parameter Combinations

To evaluate the effect of the different parameter settings, a summary comparison
table was constructed. For each model combination, the average percentage of
final anomalies, the standard deviation of the final anomaly percentage over time,
the maximum anomaly percentage observed, and the average anomaly percentages
detected by each individual method were computed. These results are presented in

Table 4.2.
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Model Avg Final (%) Std Final (%) Max Final (%) AvgISO (%) AvgSVM (%) Avg HDBSCAN (%)

ISO_0.05.SVM_0.15 8.17 5.80 40.81 6.15 12.57 15.34
1SO_0.05_SVM_0.05 8.21 6.24 39.09 6.15 12.91 15.34
1SO_0.05_SVM_0.10 8.21 6.01 39.86 6.15 12.64 15.34
1SO_0.10_SVM_0.15 8.64 5.81 40.81 10.51 12.57 15.34
1SO_0.10_SVM_0.10 8.69 6.02 39.86 10.51 12.64 15.34
1SO_0.10_SVM_0.05 8.71 6.25 39.09 10.51 12.91 15.34
1SO_0.15.SVM_0.15 9.22 5.83 40.81 15.71 12.57 15.34
1SO_0.15_SVM_0.10 9.27 6.05 39.86 15.71 12.64 15.34
1SO_0.15_SVM_0.05 9.30 6.27 39.09 15.71 12.91 15.34

Table 4.2: Summary of anomaly detection performance across different ISO and SVM parameter
combinations.

HDBSCAN parameters were fixed after the empirical parameter selection stage
described in Section 3.2.2 and so the average anomaly percentage identified by HDB-
SCAN remains constant across all model combinations, as seen in Table 4.2. Con-
sequently, differences between the 9 models are driven primarily by the varying

parameter values of iForest and OC-SVM.

Table 4.2 shows that the Isolation Forest contamination parameter is the main
driver of anomaly detection sensitivity. Increasing the contamination level leads to
a consistent increase in the proportion of anomalies detected in the final ensemble
output. In contrast, the effect of the One-Class SVM v parameter is comparatively

modest, producing only minor differences within each fixed Isolation Forest setting.

Across all model combinations, the level of variation over time is quite similar,
with standard deviation values ranging from about 5.8% to 6.3%. In addition, all
models show high peak anomaly percentages, with maximum values exceeding 39%
in every case. This indicates that these large spikes in detected anomalies are likely
due to patterns in the data itself, rather than being caused by the choice of model

parameters alone.

Overall, the combinations with lower Isolation Forest contamination values,
particularly contamination=0.05, produce a more conservative and manageable
number of detected anomalies, while showing similar levels of variation over time
compared to the other models. For practical use, these lower-contamination settings
may therefore be preferable, especially when the goal is to limit the number of flagged

observations that need further investigation.

4.3 Temporal Behaviour of the Final Anomaly Rate

To examine how the model combinations behave over time, the monthly percentage

of final anomalies was compared across the nine models. Since the dataset is com-
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prised of many time points and usually users only query recent data, only the final

12 months are reported in Table 4.3.

Model 2025-01  2025-02  2025-03 2025-04 2025-05 2025-06 2025-07 2025-08 2025-09 2025-10 2025-11 2025-12
1SO_0.05_SVM_0.05 6.58 9.01 8.08 7.82 10.12 8.81 12.88 19.40 28.19 34.19 35.88 35.79
1SO_0.05.SVM_0.10 6.76 7.73 7.71 8.28 9.94 9.56 12.88 20.56 27.50 31.21 36.38 30.87
1SO-0.05.SVM_0.15 6.76 8.19 7.26 7.18 9.56 10.87 13.36 18.63 26.72 27.83 35.38 29.33
1SO-0.10_SVM_0.05 7.38 9.10 8.98 9.02 10.21 9.18 13.65 19.79 28.39 34.49 35.98 36.21
1SO_0.10_SVM_0.10 7.56 8.01 8.44 9.38 10.03 9.93 13.45 20.85 27.80 31.51 36.58 31.28
1SO_0.10_SVM_0.15 7.47 8.46 7.99 8.65 9.94 11.06 13.84 18.73 26.92 28.13 35.58 29.74
1SO_0.15_SVM_0.05 7.21 9.65 10.53 10.58 10.58 9.37 14.12 20.17 28.59 34.89 36.18 36.92
1SO-0.15.SVM_0.10 7.21 8.64 10.07 10.76 10.40 10.22 13.74 21.43 28.09 31.81 36.88 31.79
1SO.0.15.SVM_0.15 7.21 9.01 9.62 10.12 10.21 11.34 14.12 19.31 27.21 28.33 35.88 30.15

Table 4.3: Monthly percentage of final anomalies detected using Machine Learning Method for the
period January 2025-December 2025.

Table 4.3 reports the monthly percentage of final anomalies for the last 12
months of the sample. This period is particularly informative because it contains the

highest anomaly rates and the clearest divergence between parameter combinations.

A pronounced upward trend is visible from January 2025 to November 2025
across all nine model combinations. This indicates a substantial increase in the pro-
portion of observations exhibiting patterns that are identified as anomalous by the
models. However, in the absence of labelled data, the underlying cause and validity
of these detected anomalies cannot be established from the model outputs alone
and require further investigation. In practice, observations identified as anomalous
would subsequently be reviewed to determine whether they reflect genuinely unusual
behaviour and, where appropriate, investigated further, for example by querying the
relevant Reporting Agent. Importantly, the same broad increase is observed across
all nine model configurations. This does not constitute empirical evidence of robust-
ness, but it indicates that the observed pattern is consistent across the parameter

configurations considered and is not attributable solely to a single parameter choice.

The differences between model combinations become more evident as anomaly
intensity increases. During the earlier months of 2025, the spread between the most
conservative and most aggressive models is relatively small. However, by October to
December 2025 this gap widens substantially. For example, in December 2025 the
lowest anomaly percentage is 29.33% for ISO_0.05_.SVM_0.15, while the highest is
36.92% for 1SO_0.15_.SVM_0.05. This indicates that parameter choice has a greater
effect during periods of heightened abnormality.

Consistent with the results in Table 4.2, the Isolation Forest contamination
parameter remains the main source of variation between models. Combinations

involving ISO = 0.15 generally produce higher anomaly percentages, whereas com-

12



binations with ISO = 0.05 remain more conservative. By contrast, varying the
One-Class SVM v parameter produces smaller within-group differences, indicating

that its impact on the final ensemble output is more limited.

From an operational perspective, the lower-contamination models appear prefer-
able, since they preserve the same broad anomaly pattern while generating a smaller
proportion of flagged observations. This is particularly important when the objec-
tive is to balance anomaly sensitivity against the burden of subsequent querying and

investigation.

4.4 Comparison with Classical Methods

To further assess the anomaly patterns identified by the machine-learning approaches,
their results were compared with those obtained using the classical anomaly detec-
tion methods introduced previously, namely the Modified Z-score, IQR, and GESD.
This comparison provides a simpler statistical benchmark and allows the extent to
which the detected anomaly patterns differ between classical and machine-learning-

based approaches to be examined.

However, the results of the classical methods should be interpreted with cau-
tion. Prior to anomaly detection, the residuals obtained from the fitted ARIMA
models were tested separately for each ISIN for stationarity using the ADF test
and for normality using the Shapiro-Wilk test. These diagnostics showed that most
of the time series did not satisfy the required data assumptions, particularly with
respect to normality and stationarity. Consequently, the assumptions underlying
some of the classical methods may not hold adequately for a substantial propor-
tion of the dataset, and the resulting anomaly classifications may therefore be less
reliable or potentially misleading. The classical results are thus primarily consid-
ered as benchmark comparisons rather than as definitive classifications of anomalous

observations.

Table 4.4 summarises the anomaly rates obtained from the three classical
anomaly detection methods, while Table 4.2 reports the corresponding results for

the machine-learning ensemble configurations.
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Method Avg (%) Std (%) Max (%)

Modified Z-score 11.88 8.59 58.06
IQR 13.84 9.68 62.96
GESD 7.65 6.48 36.05

Table 4.4: Summary of anomaly detection performance across different classical methods.

Comparing Tables 4.2 and 4.4, it can be seen that the ensemble models pro-
duced relatively moderate average anomaly rates, ranging from 8.17% to 9.30%
across the nine parameter combinations. These values are lower than the average
anomaly rates obtained using the Modified Z-score and IQR methods, which were
11.88% and 13.84%, respectively. GESD was the most conservative classical method,
with an average anomaly rate of 7.65%, which is slightly below the range observed

for the machine-learning ensembles.

The variability of the detected anomaly rates was also broadly comparable.
The standard deviation of the machine-learning ensemble anomaly percentages ranged
from 5.80% to 6.27%, compared with 8.59% for the Modified Z-score, 9.68% for IQR,
and 6.48% for GESD. The classical Modified Z-score and IQR methods therefore ex-
hibited greater variation in anomaly rates over time, while GESD showed variability
closer to that of the machine-learning ensembles. A similar difference is observed in
the maximum anomaly rates: the machine-learning ensembles reached maxima of
approximately 39 — 41%, whereas the Modified Z-score and IQR reached substan-
tially higher maxima of 58.06% and 62.96%, respectively. GESD again produced

the lowest maximum anomaly rate, at 36.05%.

From an operational perspective, these differences have direct implications for
the number of observations requiring manual review and possible follow-up with
Reporting Agents. Since each detected anomaly may need to be assessed before de-
ciding whether further clarification is required, higher anomaly rates translate into
a greater investigation and querying burden. On average, GESD would generate
the lowest number of cases for review, followed by the machine-learning ensemble
configurations. The Modified Z-score and, particularly, the IQR method would gen-
erate a larger number of alerts and therefore a greater operational burden. The
machine-learning ensemble thus provides a comparatively moderate alert rate while
avoiding the substantially higher anomaly frequencies observed for some of the clas-

sical methods.

However, a lower anomaly rate should not in itself be interpreted as evidence
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of superior detection performance. In the absence of labelled data, it is not possible
to determine whether a lower number of alerts reflects more selective identification
of meaningful anomalies or reduced sensitivity to genuinely unusual observations.
The operational comparison therefore highlights a trade-off between the number of
cases requiring investigation and the sensitivity of the anomaly detection approach.
In addition, since the stationarity and normality diagnostics were not satisfied for
many [SINs, the results of the classical methods should be interpreted cautiously

when used as benchmarks against the machine-learning approaches.

Table 4.5 shows the monthly percentage of anomalies detected using each clas-
sical method for the period January 2025-December 2025. Recall that the corre-

sponding results table for the machine learning models are found in Table 4.3.

Method 2025-01  2025-02  2025-03 2025-04 2025-05 2025-06 2025-07 2025-08 2025-09 2025-10 2025-11 2025-12
Modified Z-Score 7.83 7.02 9.34 7.81 6.88 4.44 4.79 2.84 3.14 3.40 3.16 3.19
IQR 8.46 7.83 10.69 10.11 7.81 5.00 5.45 3.22 3.04 4.44 3.25 3.94
GESD 4.50 2.88 3.41 3.77 3.72 2.27 3.38 1.42 1.62 2.08 1.44 2.16

Table 4.5: Monthly percentage of anomalies detected using each Classical Method for the period
January 2025-December 2025.

The monthly comparison in Tables 4.3 and 4.5 reveals a marked difference in
the temporal behaviour of the machine-learning and classical approaches. During
the first half of 2025, the anomaly percentages produced by the machine-learning
ensemble configurations remained relatively moderate, generally ranging between
approximately 6% and 11%. Over the same period, the Modified Z-score and IQR
methods produced broadly similar or slightly lower anomaly rates, while GESD was

consistently more conservative.

From July 2025 onwards, however, the two approaches diverged considerably.
The machine-learning ensembles identified an increasing proportion of observations
as anomalous, with anomaly rates rising from approximately 13 — 14% in July to
around 18—21% in August, approximately 27—29% in September, and above 30% for
most configurations in October and November. By contrast, the classical methods
did not exhibit the same upward pattern. The Modified Z-score and IQR anomaly
rates generally declined during the second half of the year and remained mostly
between approximately 3% and 5%, while GESD remained lower still, generally
around 1 — 3%.

This difference suggests that the increase detected by the machine-learning

approaches in the second half of 2025 is not reproduced by the classical statisti-
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cal methods. Rather than providing confirmation of the machine-learning results,
the classical benchmarks therefore highlight a substantial difference in how the two
methodological approaches respond to the underlying data. One possible expla-
nation is that the machine-learning methods are able to capture changes in the
structure or multivariate characteristics of the observations that are not identified
by classical residual-based thresholding methods. However, in the absence of la-
belled data, it is not possible to determine whether the higher machine-learning
anomaly rates reflect greater sensitivity to genuinely unusual behaviour or whether

they represent over-identification of anomalous observations.

The comparison also has practical implications for the subsequent review pro-
cess. In the second half of 2025, the classical approaches would have generated
substantially fewer cases requiring manual assessment and possible follow-up with
Reporting Agents, whereas the machine-learning ensembles would have produced a
considerably larger investigation workload. Nevertheless, this lower operational bur-
den should not be interpreted as evidence that the classical methods are preferable,
since fewer alerts may also reflect lower sensitivity to meaningful changes in the
data. Moreover, as the stationarity and normality diagnostics were not satisfied for
many ISINs, the classical anomaly rates themselves should be interpreted cautiously.
Overall, the divergence between the two approaches reinforces the need for subse-
quent case-level investigation to determine which detected observations represent

genuine anomalous behaviour.

4.5 Discussion

Taken together, the results indicate that the machine-learning ensemble provides an
interpretable and flexible framework for identifying unusual movements in securi-
ties holdings data. In the absence of labelled observations, however, the detected
anomalies cannot be formally validated against ground truth. The results should
therefore be interpreted as patterns that are consistent across the parameter config-
urations considered, rather than as evidence of robustness or predictive superiority.
In particular, the broad increase in anomaly rates observed during the second half of
2025 was identified across all nine machine-learning configurations, suggesting that

this pattern was not driven solely by a particular parameter choice.

The comparison with classical anomaly detection methods provides an addi-

tional perspective. The Modified Z-score, IQR, and GESD methods offer compu-
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tationally simple benchmarks, but their application requires greater reliance on the
statistical properties of the underlying data. In the present analysis, the ARIMA
residuals were tested for stationarity and normality separately for each ISIN, and
these assumptions were not satisfied for a substantial proportion of the series. Con-
sequently, the results obtained from the classical methods should be interpreted
cautiously. By contrast, the machine-learning methods are more data-adaptive and
do not require normality or stationarity to hold in the same manner, making them

potentially more suitable for heterogeneous financial time series.

The two methodological approaches also produced different temporal anomaly
patterns. While the machine-learning ensembles displayed a pronounced increase
in anomaly rates during the second half of 2025, the classical methods did not
reproduce the same pattern and generally produced lower anomaly rates over this
period. This divergence suggests that the methods respond differently to changes
in the underlying data. The greater flexibility of the machine-learning models may
allow them to identify patterns that are not captured by residual-based thresholding
approaches. However, without labelled anomalies, it cannot be determined whether
the additional detections represent genuinely unusual behaviour or increased model

sensitivity.

From a computational perspective, the classical methods did not provide a
substantial advantage once the complete procedure was considered. Although the
Modified Z-score, IQR, and GESD rules themselves are computationally inexpen-
sive, their application required fitting an ARIMA model separately to each ISIN
and performing residual diagnostic tests. The complete classical analysis required
approximately 900 seconds, while the machine-learning configurations required be-
tween 820 and 1,285 seconds. Thus, when the necessary preprocessing is included,
the overall computational requirements of the two approaches were broadly compa-

rable.

The machine-learning framework nevertheless requires an initial parameter-
selection stage. In particular, the Isolation Forest contamination parameter and
One-Class Support Vector Machine (SVM) v influence the number of observations
classified as anomalous, while HDBSCAN also requires appropriate parameter se-
lection. This represents an additional implementation requirement compared with
simpler threshold-based methods. However, once suitable parameter settings have

been identified through initial experimentation, the same configuration can be ap-
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plied consistently in subsequent executions, provided that the characteristics of the

underlying data do not change substantially.

The choice of parameter values also has important operational implications.
Higher contamination and v values generally increase the number of detected anoma-
lies and therefore the number of cases requiring subsequent review. Lower param-
eter values provide a more conservative set of anomaly flags while preserving the
same broad temporal patterns observed across the alternative configurations. Since
each detected anomaly may require manual assessment and, where necessary, fur-
ther clarification from the relevant Reporting Agent, limiting unnecessary alerts is
an important practical consideration. Among the configurations considered, the
lower-parameter combinations therefore appear to offer a more appropriate balance

between sensitivity and operational workload.

Overall, the machine-learning ensemble appears to provide the more suitable
framework for the characteristics and intended application of the present dataset,
particularly when more conservative parameter settings are used. This conclusion
should be interpreted in terms of practical suitability rather than demonstrated su-
periority in detection accuracy. The anomaly detection framework should ultimately
be viewed as a screening mechanism: observations identified as anomalous require
subsequent case-level investigation to determine whether they represent genuine un-

usual behaviour, data-quality issues, or explainable changes in reporting activity.

5 Concluding Remarks

The objective of this study was to develop a framework for detecting anomalies
in the Granular Securities Holding Data of Maltese banks. Given the absence of
labelled data and the heterogeneous nature of the dataset, an ensemble approach
combining Isolation Forest, One-Class SVM, and HDBSCAN was adopted. The
parameters of HDBSCAN were determined empirically and subsequently fixed, while
multiple combinations of the Isolation Forest contamination parameter and the One-
Class SVM v parameter were examined to assess their influence on the resulting

anomaly patterns.

The findings indicate that the Isolation Forest contamination parameter has
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the strongest influence on the overall proportion of detected anomalies, with higher
values generally producing a larger number of anomaly flags. Changes in the One-
Class SVM v parameter had a comparatively smaller effect on the final ensemble
output. Importantly, the same broad temporal pattern was observed across the
nine parameter configurations, particularly the increase in anomaly rates during the
second half of 2025. In the absence of labelled observations, this should not be
interpreted as evidence of model robustness or detection accuracy, but rather as
an indication that the observed pattern is consistent across the parameter settings

considered.

The machine-learning results were also compared with simpler classical anomaly
detection methods, namely the Modified Z-score, IQR, and GESD. These ap-
proaches provided a useful statistical benchmark, although their application required
fitting an ARIMA model separately to each ISIN and assessing the resulting resid-
uals for stationarity and normality. Since these assumptions were not satisfied for a
substantial proportion of the series, the classical results should be interpreted cau-
tiously. The classical methods also produced different temporal anomaly patterns
from the machine-learning ensemble, particularly during the second half of 2025,
further illustrating that the two approaches respond differently to the underlying
data.

From a practical perspective, the lower-parameter machine-learning configura-
tions appear to offer the most suitable balance between sensitivity and operational
usability. In particular, configurations with lower Isolation Forest contamination
values produced a more conservative number of anomaly flags while preserving the
same broad temporal structure observed under higher parameter settings. This
is important in an operational environment, since each flagged observation may re-
quire manual assessment and, where necessary, further clarification from the relevant
Reporting Agent. Lower alert volumes can therefore reduce the downstream inves-
tigation burden without materially changing the overall anomaly pattern identified

by the ensemble.

The machine-learning approach also appears well suited to the characteristics
of the dataset because it is more flexible and less dependent on strict distributional
assumptions than the classical alternatives. Although the machine-learning meth-
ods require an initial hyperparameter-selection stage, once suitable configurations

have been established they can be applied consistently in subsequent executions,
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provided that the characteristics of the underlying data remain broadly compara-
ble. Moreover, when the preprocessing required for the classical methods is taken
into account, the overall computational cost of the two approaches was found to be

broadly similar.

Several opportunities for further research remain. More extensive hyperpa-
rameter optimisation could be explored to assess whether alternative configurations
improve the practical behaviour of the ensemble. Future work could also investigate
alternative ensemble strategies, including weighted voting, anomaly-score aggrega-
tion, or rank-based fusion, as well as a broader set of model architectures. In ad-
dition, further validation could be undertaken through synthetic anomaly injection,
stability analysis, or expert assessment. Over time, the framework could also evolve
towards a semi-supervised setting as detected anomalies are reviewed and labelled
through the investigation process. Finally, the proposed framework is not limited
to securities holdings data and could potentially be adapted to other financial ap-

plications involving large, heterogeneous, and unlabelled time series datasets.
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Appendix A

Statistical Theory

A.1 Sliding Window Approach

Time series data are sequential, and most machine learning methods cannot directly
handle raw sequences of arbitrary length. As a result, a sliding window approach
may be used to transform the time series into a set of fixed length subsequences.
Given a univariate time series = {z1,...,z7} and a window of size w, vectors
Ty = (T4, Tyi1, ooy Traw—1) € RY are constructed Vi € {1,...,T —w — 1} to form an

independent and identically distributed embedding data set X:

L1 T o) Loy
~ Ty T2 T3 Tw+1
X = = (A.1)
TT w1 Tr—w+1 Tr—w4+2 --- IT

where each row &, € R" is a sample corresponding to a snapshot of the time series

over a short time window w and each column is an attribute (feature).

A.2 Isolation Forest

As may be recalled, iForest (Liu et al., 2008) is an unsupervised anomaly detection
method based on the idea of isolating individual observations from the rest of the
data. Since anomalies are rare and different, they are more easily isolated than
normal points. iForest uses recursive partitioning to separate the data until all
points are isolated. Those data points requiring fewer splits are then identified as

anomalies.

The iForest algorithm begins by constructing ¢ isolation trees (iTrees) (see

Definition 1) to form a forest.
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Definition 1 Isolation Tree

An isolation tree is a proper binary tree in which each node v is either:
e an external node (leaf) with no children;
o an internal node containing a test and two child nodes v; and v,.

At an internal node, in a univariate setting, a test consists of a split values T that

divides the data points into v; and v,.

Consider a sample of data X = {zy,...,zr}, an iTree is constructed in the

following way:

1. A split value 7 is chosen uniformly at random between the minimum and max-

imum value of the sample:

7 ~ U(min(X), max(X)).

2. Using the split value 7, a cutting plane is generated to partition the data in

two as follows:

(a) Observations, z;, whose values are less than 7, i.e. x < 7, x € X, are

assigned to the left of the split point forming a left subtree sample space;

(b) Observations, z,, whose values are greater than or equal to 7, i.e. © > T,
x € X, are assigned to the right of the split point forming a right subtree

sample space.
3. Steps 1 and 2 are recursively repeated in the left and right subspaces until:
(a) The tree reaches a height limit;
(b) The subspace contains only one data point;
(c) All data in X have the same values.

After constructing ¢t random iTrees, for each observation x, the number of
splits required to isolate it within each tree is recorded as the path length, denoted
by h(x). Since an iTree has the same recursive partitioning structure as a binary
search tree (BST) (Liu et al., 2008), the expected path length of an unsuccessful
search in a BST can be used as an approximation. This expectation is given by:

2T — 1)

o(T) = 2H(T = 1) = =——, (A.2)
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where H(T') = In(T) + 0.5772 (Qin & Lou, 2019). Finally, the anomaly score for

each observation is computed as:

—E(h(z))

s(x) =2"<@ | (A.3)

where E(h(z)) = 1 >i_, Ily(z), Vo € X. Anomaly scores close to 1 suggest that the
data point was isolated with very few splits and thus, is an anomaly. Conversely,
scores close to 0 indicate that the observation required many splits to isolate and
thus, can be considered as a regular observation. Anomaly scores around 0.5 are

indicative of uncertainty and may require further analysis (Liu et al., 2008).

A.3 One Class Support Vector Machines

SVMs (Cortes & Vapnik, 1995) are powerful algorithms typically employed in super-
vised learning tasks, such as classification and regression. In principle, the task of
anomaly detection can also be framed as a binary classification problem in which one
class represents normal observations and the other class represents anomalies. Nev-
ertheless, in practice, class labels are often unavailable. Thus, OC-SVMs (Scholkopf
et al., 1999) were proposed as a special case of SVMs, specifically designed for un-

supervised anomaly detection.

The goal of the OC-SVM algorithm is to identify the best possible decision
boundary, referred to as a hyperplane, that encloses the most data, treating this
region as the “normal” class, with data points falling outside this boundary being
flagged as anomalies. The hyperplane exists within a p-dimensional space, where
p is the number of attributes within the data. The optimal hyperplane is the one
that maximizes the margin, i.e. the distance between the closest data points of each

class.

When the data is linearly separable, the OC-SVM algorithm can directly com-
pute the hyperplane that separates the two classes. However, when the data is not
linearly separable, the algorithm can still effectively classify the data by implement-
ing a technique called the kernel trick. The general idea of the kernel trick is to map
the data into a higher-dimensional space where it might become linearly separable,

allowing the algorithm to find an optimal hyperplane.

The margin and decision boundary are influenced by the support vectors. The

support vectors are the data points which are closest to the hyperplane, essentially

23



defining its position. If these support vectors were removed, the hyperplane would
shift, potentially altering the classification of other observations. Having loosely
explained the OC-SVM algorithm, the mathematical formulation will now be pre-

sented.

Given data © = {x1,...,zr}, where x; is a p-dimensional row vector t =
1,...,T, the p-dimensional hyperplane that separates the data from the origin with
maximum margin given by:

w-x =0, (A.4)

where w is a p-dimension column vector of weights orthogonal to the hyperplane
and b is the offset from the origin. Ideally, most points satisfy w - & > b (on the
“normal side” of the hyperplane), and the margin ﬁ should be large. To maximize
the margin, the following objective function is minimized:

mip 2 o] ~ b (A5)

)

st. w-x; >0b, Vi (A.6)

In practice, real world data is rarely perfectly separable, and so, to address
this, the algorithm introduces slack variables &, t = 1,...,T, to allow for some
misclassifications. The slack variables & measure the degree of misclassification for
each data point, enabling the algorithm to handle situations where some data points
are on the wrong side of the decision boundary. Thus, in order to determine the

hyperplane, the following objective function is minimized instead:

1, 1
min 5wl + 36 = (A7)
S.t. ’UJ'thb—gt, StZOa tzl,T, (A8)

where v € (0,1] is a hyperparameter that controls the influence of the slack vari-
able. Equation (A.7) is referred to as the primal problem formulation for OC-SVMs.

To simplify the optimization process, instead of minimizing the primal problem in
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Equation (A.7), its dual problem is maximized:

1 T
max —— Z ay, ag(xlxy) (A.9)
* 2497
T 1
st > oop=1 0<a<—, Vi, (A.10)
i vl

where oy is a Lagrangian multiplier. As evident from Equation (A.9), the dual
formulation is advantageous, as it involves only dot products between data points,

facilitating computational efficiency.

Unfortunately, there are instances where the data is not linearly separable in
the original feature space RP  and so, the kernel trick is implemented. The kernel
trick involves using a kernel function K (-) to map the data to a higher dimensional

space, R”' | p/ > p, where a linear decision boundary can be found. Thus, Equation

(A.9) becomes:

mgx—;til arap K (xlxy). (A.11)

Common kernel functions include the linear kernel, the polynomial kernel and
the radial basis function (RBF) kernel. In the application portion, the RBF kernel,
given by K(x;, x;) = exp(—7||z; — xx||?), is used since it can be used for all kinds
of datasets, i.e. small or large with both high and low dimension (Yokkampon et
al., 2021). After fitting the model, the OC-SVM identifies any anomalous points by
computing the decision function f(x) = w-x —b. If f(x) > 0, the observation is

deemed normal, otherwise it is anomalous.

A.4 HDBSCAN

HDBSCAN (Campello et al., 2013) extends the density-based clustering framework
introduced by DBSCAN (Ester et al., 1996) by incorporating a hierarchical repre-
sentation of clusters across varying density levels. This hierarchical approach allows
the identification of clusters with different densities and automatically distinguishes
points that do not belong to any dense region, which are labelled as outliers. Thus,
even though it is primarily utilized as a clustering method, it can also serve as an

outlier detection method.

Consider a dataset containing n observations, each characterized by p attributes.
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This dataset can be represented as an (n X p)-data matrix X:

11 Tiz2 ... Tip
Lol Tz ... Top
X = (A.12)
Tp1 Tp2 .. Tpyp
T
T
The data matrix X can also be represented as X = | : |, where x; = (21, ..., 2;)7,
T
mn

i =1,...,n, is a p-dimensional vector of observations on all attributes for the i*" ob-
servation. Let D be an (n X n)-matrix comprising the pairwise distances d(z;, @),
x;,x. € X;i,r =1,...,n, 1 # r, for a suitable distance metric d(-,-). In DBSCAN,
the density around a data point x; € RP, is measured by defining a region around
said point, and examining the number of data points within the designated region.
These data points are referred to as neighbours. The size of the region is determined
by a hyperparameter denoted as e, which represents the maximum distance between
two points for them to be considered as neighbours. In addition to e, the DBSCAN
algorithm uses another hyperparameter MinPts which is a criterion which specifies
the minimum number of data points required for a region to be considered “dense”.

Density-based clusters are defined based on core points alone:

Definition 2 Core Point

An observation x, is said to be a core point, with respect to € and MinPts, if it
has a minimum number of other observations (specified by MinPts) within a given
e of itself, i.e., if |INo(x,)| > MinPts, where N.(x,) = {x; € X|d(x;,z,) < e} is
the e-neighbourhood of x, and | -| denotes cardinality. If a data point is not a core

point, it is considered to be an outlier.

Definition 3 s-Reachability
Two core points x, and x4, v,q = 1,...,n, r # q, are said to be e-reachable with

respect to € and MinPts, if x, € N.(z,) and ¢, € N-(x,).

Definition 4 Density Connectedness
Two core points x, and x, are said to be density-connected, with respected to € and

MinPts, if there are directly or transitively e-reachable.
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Definition 5 Cluster
A cluster C, with respect to € and MinPts, is a non-empty mazimal subset of X

such that each pair of observations in C' is density-connected.

Now, based on the definitions of core point, e-reachability, density-connectedness
and cluster, (see Definitions 2-5), an algorithm DBSCAN* can be devised, whereby
clusters are identified as components of a graph in which the elements in X are ver-
tices and each pair of vertices is adjacent if and only if the corresponding data points
are e-reachable with respect to user defined parameters ¢ and MinPts. Non-core

points are considered to be outliers.

HDBSCAN has a single-input parameter MinPts. Different density-levels in
the generated density-based cluster hierarchy will then correspond to different val-
ues of . In order to properly formulate the density-based cluster hierarchy with
respect to a value of MinPts, the concepts of core-distance, e-core point, mutual

reachability distance and mutual reachability graph will be defined.

Definition 6 Core Distance
The core distance of a data point x, € X with respect to MinPts, de,(x,), is the

distance from x, to its MinPts-nearest neighbour including ., .

Definition 7 e-Core Point
A data point x, € X is called an e-core point if deore(x,) < €, Ve, with respect to

MinPts.

Definition 8 Mutual Reachability Distance
The mutual reachability distance between two observations x, and x, in X, with re-

spect to MinPts, is defined as dy,reach (%, ;) = max{deore(Tr, deore (X)), (), T4) }-

Definition 9 Mutual Reachability Graph

A graph G = (V, ) is defined as a structure that consists of a set of entities, called
nodes (or vertices) V, and a set of relationships called edges £, between these nodes.
A mutual reachability graph, Grinpes, 1S a complete graph in which the observations

of X are vertices and the weights of each edge is the mutual reachability distance,
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with respect to MinPts, between the respective pair of observations.

HDBSCAN detects clusters of varying density and automatically identifies
outliers by constructing a hierarchy of clusters based on the mutual reachability dis-
tance. The algorithm first computes the core distance for each point and constructs
the mutual reachability graph. A minimum spanning tree of this graph is then gen-
erated, and clusters are detected by progressively removing edges in decreasing order
of mutual reachability distance. Stable clusters are extracted from the resulting hi-
erarchy, while data points not belonging to any stable cluster are considered to be
outliers. To improve interpretability, Campello et al. (2013) proposed a hierarchy
simplification procedure that condenses the clusters that remain well-defined across
significant density intervals, creating a compact representation of the most stable

and meaningful clusters.
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